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1. INTRODUCTION

Thirty years ago, Longley (1967) calculated by hand the solution to a linear regression problem
and found that many mainframe programs produced incorrect results. Since that time, statistical
and econometric software has progressed far beyond linear regression, but testing strategies to
assess software reliability have not made similar progress. Recently, McCullough (1998)
proposed a methodology for assessing the numerical reliability of statistical software in three
areas: estimation, random number generation, and statistical distributions (e.g. for calculating p-
values). Estimation is assessed using the Statistical Reference Datasets (StRD, available at http://
www.nist.gov/itl/div898/strd), a collection of accuracy benchmarks compiled by the National
Institute of Standards and Technology (NIST). Marsaglia’s (1995) DIEHARD program applies
tests of randomness to the output of a random number generator (RNG). Both Kniisel’s (1989)
ELV program and Brown’s (1998) DCDFLIB program can test the accuracy of statistical
distributions.

The methodology will be applied to four econometric software packages: EViews 3.0,
LIMDEP 7.0 for Windows 95, SHAZAM 8.0, and TSP 4.4, some details of which are provided in
Table I. No attempt is made to assess or compare these packages on any basis other than
computational; previous reviews can be referred to for evaluation of other aspects. Specific details
of implementing this methodology will be addressed cursorily, since they are discussed elsewhere
(McCullough, 1998, 1999).

EViews 3.0, designed for Windows 95, is heavily oriented toward pull-down menus. A previous
version was recently reviewed by Sparks (1997). LIMDEP 7.0 for Windows 95 supersedes
LIMDERP 7.0 for DOS, which was reviewed by Wright (1996). While the DOS version was single
precision storage/double precision calculation, the new version is double precision for both.

* Correspondence to: B. D. McCullough, Federal Communications Commission, 445 12% St. SW Room 2C-134,
Washington, DC 20554, USA. E-mail: bmccullo@ fcc.gov

CCC 0883-7252/99/020191-12%17-50 Received 24 November 1998
Copyright © 1999 John Wiley & Sons, Ltd.



192

B. D. McCULLOUGH

Table I. Contact information price, and platforms

Product Contact Price for Windows 95 version Other operating systems
EViews QMS Software, Suite 336 Academic: call Windows 95, NT
4521 Campus Drive Non-academic: $795
Irvine, CA 92612 Site license available
voice: (949) 856-3368
fax: (949) 856-2044
http://www.eviews.com
LIMDEP Econometric Software Academic: $595 DOS, Windows 95
15 Gloria Place Non-academic: $695 almost any mainframe or
Plainview, NY 11803 Site license available workstation
voice: (516) 938-5254
fax: (516) 938-2441
http://www.limdep.com
SHAZAM SHAZAM Academic: $395 DOS, Windows 3.1.95NT
Economics Department Non-academic: $395 MacOS; Linus: most
University of British Site license available versions of Unix; some
Columbia mainframe systems
Vancouver, BC V6T-1Z1
voice: (604) 822-5062
fax: (604) 822-9299
http://shazam.econ.ubc.ca
TSP TSP International Academic: $480 DOS, Windows 3.1,95NT

POB 61015 Station A
Palo Alto, CA 94306
voice: (650) 326-1927

Non-academic: $480
Site license available

MacOS; Linus; most
versions of Unix: some
mainframe systems

fax: (650) 328-4163
http://www.tspintl.com

SHAZAM 8.0 is command driven and runs from DOS, though it uses 32-bit code, and has been
reviewed by Small (1997). TSP 4.4 has a bare-bones Windows interface called ‘“Through the
Looking Glass’ which allows the user to submit script files as batch jobs. Default is single
precision storage with double precision calculation, with an option for double precision storage.
TSP 4.4 has been reviewed by Silk (1997).

By means of examples, Section 2 describes how the StRD is applied. Section 3 applies the
StRD. Section 4 assesses the statistical distributions. Section 5 tests the RNG. All testing was
done on a 133 MHz Pentium running Windows 95, using command language rather than menus.

2. TWO EXAMPLES

Applying the StRD generates an immense amount of output, which must be summarized before
it can be analysed effectively. The following examples illustrate the application of the StRD and
the method of summarization.

Consider the StRD univariate dataset Michelso,' which has 100 observations, and a difficulty
rating of average (a). Each package was used to calculate the standard deviation of this dataset.

"All the StRD test problems have mnemonic names in UNIX format, which is case sensitive.
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Table II. Estimation of standard deviation for dataset Michelso

g As
NIST 0-0790105478190518 —
EViews, LIMDEP 0-0790105478190510 13-8
SHAZAM 0-0790105481398128 84
TSP 0-0790105478190506 13-8

Results are presented in Table II, together with the exact value of the standard deviation (the
‘certified value’ calculated by NIST). It is obvious that econometric software varies not only in
speed and user-friendliness, but also in accuracy. Inaccurate digits are underlined, but there is a
better way to present this information.

The first non-zero digit and all succeeding digits are the significant digits of a number. For
example, 2-71828 has six significant digits, while 0-0027 has two significant digits. The numerical
analysis literature has a method of calculating the number of accurate significant digits known as
the log relative error, or LRE. Let ¢ be the true value (in this case, the certified value calculated by
NIST) and let x (the estimate from an econometric package) be the number that approximates c.
A measure of the correct significant digits in x is given by LRE = —log,,(|x —c¢|/|c|). In the
event that c equals zero, the LRE is undefined and the relevant quantity is the log absolute error,
which is given by LAE = —log, (| x|). Henceforth, no distinction is made between these two
quantities, and both are referred to simply as LRE, denoted by the symbol 4 with an appropriate
subscript to denote the estimated parameter. LREs can be computed for the standard deviations
calculated by the various packages and these are displayed in the 4, column of Table II. It can be
seen that the LRE roughly measures the number of accurate digits in the estimated quantity. A
non-integer LRE such as 8-40 has a specific interpretation: it means that x agrees with the first
27-9( ~ 8-40/log,,2) bits of c.

A few caveats are in order. First, the LRE is a measure of the number of accurate digits only if
x is ‘close’ to ¢. If x and c¢ differ by a factor of two or more (so that they don’t even agree in the
first digit), then LRE is set to zero. Second, due to the way computers represent numbers, it is
possible for the LRE to exceed the number of digits in ¢; then the LRE should be set to the
number of digits in ¢ and reported without a decimal. Third, any computed LRE which is less
than unity should be set to zero.

As a more sophisticated example, consider the StRD non-linear problem BoxBOD, which has
a difficulty rating of high (h). The function to be estimated is

y = ﬂ](l - eXp[_ﬁzx]) +u

based on six pairs of (y, x) observations, (109,1), (149.2), (149,3), (191,5), (213,7), and (224,10),
with unity for both starting values. Table III presents the certified values for coefficient estimates,
accurate to eleven digits, and the results of default estimation for the four econometric packages,
together with LREs. Especially when the number of parameters is large, vectors of LREs for
both coefficients and standard errors present too much information; this information needs to be
summarized. A convenient and useful method, based on the ‘weakest link in the chain’ principle,
is to use the respective minimum of each vector. As an illustration, EViews default estimation of
the problem BoxBOD yields /1[} = 4.3.
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Table III. Coefficients and LREs for BoxBOD Nonlinear Benchmark (inaccurate digits underlined)

A -

! 4, B ‘4,

NIST 2:1380940889E + 02 - 5-4723748542E-01 -
Default estimation
EViews 2-1380704761E + 02 4.95 5-4726484940F — 01 4-30
LIMDEP 2-1380940893E + 02 9-1 5-4723748496E — 01 83
SHAZAM 1-7249999981E + 02 0 2:0622494450F + 01 0
TSP 2-1380372619E + 02 4.58 5-4730325937E — 01 391
Estimation with tolerance decreased

EViews 2:1380898127E + 02 570 5-47242445467E — 01 5-04
LIMDEP 2-1380940889E + 02 11 5-4723748542E — 01 11
SHAZAM 1-7250000046E + 02 0 2:0622495324F + 01 0
TSP 2-1380935669E + 02 6-67 5-4723811150E — 01 592

A simple method for increasing the number of accurate digits is to decrease the convergence
tolerance by doubling the number of zeroes, ¢.g. 1E-3 becomes 1E-5. Results thus obtained are
displayed in the bottom half of Table III. Note that the LIMDEP LREs have no decimal; this is
to remind the reader that the number of digits in the certified value is eleven. When the default
tolerance is decreased, the accuracy increases for EViews ()u = 5.0), LIMDEP (/1 =11), and
TSP (45 = 59). This suggests that users ought not rely on defaults In fact, the StRD can be used
to determme whether there is a set of options which consistently produces better non-linear
results than the defaults. This will be investigated in the next section, where it will be shown that
for well-functioning non-linear procedures, default estimation in no way resembles the best
performance the package can deliver.

3. APPLYING THE StRD

The StRD consists of four suites of benchmarks: univariate summary statistics, one-way analysis
of variance (which is excluded from this review), linear regression, and non-linear least squares.
Since benchmarks are of little use if all packages can solve all problems, or no package can solve
any problem, within each suite the test problems are rated according to level of difficulty: lower,
average, higher. Complete details, including problem selection and computational methods, can
be found in Rogers et al. (1998).

3.1. Univariate Summary Statistics

There are nine univariate datasets, with number of observations ranging from three to 5000.
There are six datasets of low difficulty, two of average difficulty, and one of high difficulty. Each
dataset has certified values for the sample mean (&) and the sample standard deviation (4),
accurate to fifteen significant digits. All packages calculate the mean with LRESs of at least 14, so
these are not presented. The standard deviations, however, are another matter. EViews,
LIMDEP and TSP (‘others’) all apparently use one algorithm, while SHAZAM uses another.
Results are presented in Table IV, with the level of difficulty in parentheses next to the dataset
name. For the dataset NumAcc4, SHAZAM calculated a variance of —1-99, which is evidence of
a bad algorithm (Chan, Golub, and Leveque, 1983).
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Table IV. StRD univariate tests for standard deviation with level of difficulty, low, average, or high,
in parentheses

Package Dataset

PiDigits(1) Lottery(1) Lew(1) Mavro(1) Michelso(a)
SHAZAM 15 15 15 85 84
others 149 15 15 15 13-8
Package Dataset

Numaccl(a) Numac2(a) Numacc3(a) Numacc4(h)
SHAZAM 15 11-6 1-1 na
others 15 15 9.5 83

3.2. Linear Regression

There are eleven linear regression datasets, with the number of observations ranging from three
to 82 and the number of parameters from one to eleven. The difficulty ratings are two lower, two
average, and seven higher. Each dataset has certified values for the coefficients and standard
errors, accurate to fifteen significant digits. For each dataset, a regression was run, two vectors of
LREs were calculated, and their respective minima were taken. Figure 1 displays boxplots for the
LRES of the coefficients and standard errors for the linear regression problems. Generally, the
Longley lesson has been learned, though it should be noted that LIMDEP and SHAZAM report
solutions for the dataset Filip, a tenth-degree polynomial with difficulty rating ‘higher’, while
EViews and TSP refuse to compute due to near-singularity of the design matrix.
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Figure 1. Boxplots of LREs for linear regression estimates
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